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The Background:  On the R: drive there is a data set called “boston.txt”. This comes from the mid-1970’s and measures housing prices in a number of towns in the Boston area (from an article in the Journal of Environmental Economics & Management, vol. 5, 81-102, 1978).  Of course housing prices were significantly lower 25 years ago. It is also available at http://lib.stat.cmu.edu/datasets/boston.

The columns represent:

 CRIM 
per capita crime rate by town

 ZN       
proportion of residential land zoned for lots over 25,000 sq.ft.

 INDUS    
proportion of non-retail business acres per town

 CHAS     
Charles River dummy variable (= 1 if tract bounds river; 0 otherwise)

 NOX      
nitric oxides concentration (parts per 10 million)

 RM       
average number of rooms per dwelling

 AGE      
proportion of owner-occupied units built prior to 1940

 DIS      
weighted distances to five Boston employment centers

 RAD      
index of accessibility to radial highways

 TAX      
full-value property-tax rate per $10,000

 PTRATIO  
pupil-teacher ratio by town

 B        
1000(Bk - 0.63)^2 where Bk is the proportion of blacks by town

 LSTAT    
% lower status of the population

 MEDV     
Median value of owner-occupied homes in $1000's

The Rules: This project is due Friday, November 9th at 5 p.m. It is the equivalent of a mid-term exam and will count for as much in your final grade. Do not discuss this project with others. If you have questions on anything, including with the syntax of S-Plus, you should see only me. Other than that, this project must represent your work alone. Do not consult any notes I may have distributed on this subject to earlier classes. The more you think, the more you’ll learn.

The Question: Build a model to describe MEDV.

Describe your work as if I’m your boss: you need not show me every diagram you draw nor every trick you try, but I will want to know your reasoning, your methods, your assumptions and efforts to validate them, and your conclusions. 

Hint #1: Part of the problem is getting the data into S-Plus. In this file each observation appears on two physical lines so Import and read.table() aren’t going to work. You might try scan(), followed by as.numeric(), followed by matrix(), followed by as.data.frame(). If you go this way you will want to give your columns meaningful names (like the CRIM, AGE etc. given above).;

The Philosophy: (i) Work hard, but on the other hand, don’t spend your whole life on this problem, or even a whole week. It’s not worth it. (ii) There is no one right answer. Keep your eyes open. Give yourself a little time to play around and try different things, rather than using a purely cookbook approach. (iii) This is a hard problem and there is no one satisfactory answer.
